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Highlights

We introduce EinSort, an LLM compression method

with sorted tensor decomposition.

We theoretically prove that sorting operations can

substantially reduce effective tensor rank.

We propose practical low-overhead permutation

schemes for tensor compression.

We demonstrate improved compression quality on

weight and KV-cache compression tasks.

EinSum: Unified Tensor Networks

EinSum is a strong tool for unified tensor networks.

Xi,j,k,l =
∑
p,q,r

Ai,pBp,j,qCq,k,rDr,l (1)

#TT: A(di,dp), B(dp,dj,dq), C(dq,dk,dr), D(dr,dl)
X = torch.einsum("ip,pjq,qkr,rl->ijkl", A, B, C, D)
#TR: A(dm,di,dp), B(dp,dj,dq), C(dq,dk,dr), D(dr,dl,dm)
X = torch.einsum("mip,pjq,qkr,rlm->ijkl", A, B, C, D)
#CP: A(dr), B(dr,di), C(dr,dj), D(dr,dk)
X = torch.einsum("r,ri,rj,rk->ijk", A, B, C, D)
#TD: A(dp,dq,dr), B(dp,di), C(dq,dj), D(dr,dk)
X = torch.einsum("pqr,pi,qj,rk->ijk", A, B, C, D)
#LoHa: A(di,dp), B(dp,dj), C(di,dq), D(dq,dj)
X = torch.einsum("ip,pj,iq,qj->ij", A, B, C, D)
#LoKr: A(di,dj), B(dp,dr), C(dr,dq)
X = torch.einsum("ij,pr,rq->ipjq", A, B, C)
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Figure: Various tensor networks.

Sorting can Expose Low-Rank Structure

Full-rank matrix can become low-rank matrix after sorting:

𝑊0 = [2 1
1 2]
sort

, 𝑊𝜋 = [2 1
2 1] , rank[𝑊0] = 2, rank[𝑊𝜋] = 1.

LLM weight sorting shows significant rank reduction empirically.

# Original eigen spectrum
S = torch.linalg.svdvals(W)
loss = S.square().flip(-1).cumsum(-1)

# Full sorting
Wf, _ = torch.sort(W.view(-1))
Wf = Wf.reshape_as(W)

# Row-wise sorting
Wr, _ = torch.sort(W, dim=-1)

Figure: Tensorization error vs. rank for Gemma3-4B LLM weights with/without sorting.

Theory

Let 𝑋𝑖,𝑗 be i.i.d. random variables for 𝑀 × 𝑁 matrix entry at

𝑖 ∈ ℤ𝑀, 𝑗 ∈ ℤ𝑁. Let 𝑋𝑖,(𝑘) denote row-wise 𝑘-th order statistics as

𝑋𝑖,(1) ≤ 𝑋𝑖,(2) ≤ ⋯ ≤ 𝑋𝑖,(𝑁), and the sorted matrix 𝑋′ be constructed

by 𝑋′
𝑖,𝑗 = 𝑋𝑖,(𝑗+1). Then 𝑋′ is approximated by a rank-1 matrix,

asymptotically in probability for 𝑁 ≫ 1.

EinSort

We propose EinSort framework, which integrates index ordering with

EinSum for efficient tensor decomposition.

𝒯𝜋
𝜃 [𝑋] ∶= 𝜋−1[𝒯𝜃[𝜋[𝑋]]]

We use sliced sorting to reduce permutation overhead.

We also use nonlinear mapping and non-negative decomposition.

# nonlinear map score
S = X.abs().pow(p)
# prod reduction at first slice
S = S.prod(dim=0, keepdim=True)

.expand_as(X)
# permutation
perm = torch.argsort(S.flatten

(1), dim=-1)
X = X.flatten(1).gather(-1,perm

).view_as(S)
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Figure: Sliced sorting with nonlinear mapping and reduction. Non-negative tensor

decomposition keeps one-bit sign information.

LLM Experiments: PPL

Benefit in Wikitext2 benchmark for Qwen3, Gemma3, and Phi3 LLMs.

(a) Qwen3-1.7B (b) Gemma3-4B (c) Phi3.5-mini (3.8B)

Table: Tensor network topology comparison (Qwen3-0.6B).

Compression SVD TT TR CP TD

90% 47.38 27.04 36.94 26.88 27.04

80% 53.24 29.81 36.95 27.99 29.81

LLM Experiments: Math Reasoning QA

Benefit for Phi-3.5/Phi-4 LLMs on GSM8K math reasoning tasks.

(a) Phi-3.5-mini-instruct (b) Phi-4-mini-instruct

Figure: GSM8K accuracy as a function of KV cache compression ratio.

VLM Experiments: Visual Reasoning QA

Benefit for Qwen3-VL VLM in TextVQA visual reasoning tasks.

(a) Qwen3-VL-4B-Instruct (b) Qwen3-VL-8B-Instruct

Figure: Accuracy for weight-compressed Qwen3-VL models on TextVQA benchmark.

VLA Experiments: Robot Manipulation Task

Benefit for 𝜋0.5 VLA models on LIBERO robot manipulation tasks.

Table: Success rate (↑) of 𝜋0.5 VLA model with different quantization methods on

LIBERO robot manipulation benchmark at a weight compression rate of 0.4.

Benchmark Spatial Object Goal Long Avg (95% CI)

Original 97.5% 100.0% 97.0% 96.5% 97.75% (96.47–98.57%)

Plain SVD 27.0% 34.5% 8.5% 1.0% 17.75% (15.26–20.55%)

ASVD 4.0% 5.5% 7.5% 0.0% 4.25% (3.06–5.88%)

SVD-LLM 60.0% 79.0% 32.0% 27.0% 49.50% (45.05–52.96%)

LatentLLM 66.5% 88.5% 37.0% 37.5% 57.38% (53.92–60.76%)

EinSort 96.0% 99.5% *97.5% 95.5% 97.13% (95.72–98.08%)

Figure: LIBERO-Object task 0: “pick up the alphabet soup and place it in the basket”
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