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\NIRA

Adaptive Neural lterative Reasoning Architecture

Allocated depth tracks task complexity, and ANIRA-O uses fewer steps
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 BREVO: Topological
sorting in DAGs
 MANO: Arithmetic using

prefix notation
* ANIRA-O and ANIRA-E

learn very different policies
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* We design ANIRA, a latent reasoning
architecture using recurrent-depth/looped
Transformers [1], with the added
capability of exiting early when possible
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Make decision Online
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Make decision Early
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Number of nodes in the graph, N

Number of operators in the expression, L

» Loss function that encourages exiting early ANIRA learns first in easy-to-hard order, and reduces compute later

and improving next token prediction at the
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* As natural language token generation
complexity cannot be measured, we use
synthetic tasks to test ANIRA's capabillities
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» Physics of Language Models [2]—
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ANIRA can be more efficient for natural language mathematical reasoning,

but allocation is not correlated with task complexity

» Adding Depth Decider (ANIRA-E) or Halting Decider Baseline ANIRA-E ANIRA-O

* Multi-task learning using CLRS-text [3] Input tokens Input tokens (ANIRA-O) to pretrained baseline Recurrent-Llama-  split  Acc. (%) Acc. (%) d  Acc.(%) d
(see paper) 3:2-tra|n-recurrence-8 model from [4] Main 4626 1570 6060 43.68 4108
* Finetune on Nemotron-CC-Math-v1-4plus [5] for 5B  p1 23.54 2406 6.004 23.02 4.105
tokens, and test on GSM-Symbolic [6] P2 >.80 >80 5982 5.08  4.001
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